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Abstract

In this paper we study why people fail at backward induction. To this end, we

conducted a mobile experiment consisting of 27 games. Our sample includes 6,677

subjects from over 100 countries. Data indicates that low subjects’ skills and high

complexity of games are behind the violations of backward induction. The challenge

lies in measuring skills and complexity. Using response times, we develop a measure of

skills and a measure of complexity. We also find that improving skills has a relatively

larger impact on increasing the probability of people backward inducting than lowering

complexity.
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1 Introduction

Backward induction is a concept of paramount importance in economics. It is fundamental

in the development of subgame perfect equilibrium and, consequently, immensely successful

in theoretical and applied work. However, backward induction does not perform well in

empirical studies; the general consensus is that people do not backward induct.

Given how important backward induction is, it is crucial to understand why people do not

backward induct and, given that knowledge, determine what to do in order to make it more

likely for people to backward induct. These are precisely the objectives of our paper.

We study backward induction using data from Blues and Reds, a mobile app that we de-

veloped and made globally available for iOS and Android devices. Blues and Reds is an

experiment that takes place on the subjects’ smartphones and tablets (hence, a “mobile”

experiment) and consists of 27 different finite dynamic games with perfect and complete

information in which the subject plays against Artificial Intelligence (AI).

The 27 games in Blues and Reds vary in the number of rounds — there are 2-, 3-, 4-, 5-,

and 6-round games — and the number of actions at each round. For each game and each

subject, we collected the following data: (i) whether or not the subject backward inducted,

and (ii) response time, measured in seconds, that a subject spent choosing an action at each

round of the game. Our sample includes 6,677 subjects from over 100 countries.1

The literature attributes violations of backward induction to the subject’s low cognitive

skills,2 low cognitive skills of the subject’s opponents,3 and the subject’s imperfect strategic

reasoning.4 In other words, the explanations focus on the subject’s flaws.

1From the methodological perspective, our paper belongs to the line of research that relies on non-standard
methods to gather the data, like newspapers-based experiments (e.g., Bosch-Domènech et al. (2002)) and
online experiments (e.g., Ariel Rubinstein’s gametheory.tau.ac.il, Chen and Konstan (2015), Chen et al.
(2014), and Liu et al. (2014)). While there are many advantages of using mobile technology for experimental
research, one of them is particularly evident at this very moment: our readers can play Blues and Reds and
not only be part of the experiment but also, and more importantly, directly examine its design.

2E.g., Burks et al. (2009), Burnham et al. (2009), Rydval et al. (2009), Brañas-Garza et al. (2012),
Carpenter et al. (2013), Duffy and Smith (2014), Agranov et al. (2015), Allred et al. (2016), Bayer and
Renou (2016b), Benito-Ostolaza et al. (2016) Gill and Prowse (2016), Hanaki et al. (2016), and Kiss et al.
(2016).

3E.g., Palacios-Huerta and Volij (2009), Agranov et al. (2012), Alaoui and Penta (2016), Fehr and Huck
(2016), and Gill and Prowse (2016).

4Here, the fundamental model is the level-k model. This model was introduced in Stahl and Wilson
(1994), Stahl and Wilson (1995), and Nagel (1995). For a literature review on level-k reasoning, see Crawford
et al. (2013). See also the closely related model of cognitive hierarchy developed in Camerer et al. (2004).
The level-k model has been extensively tested in the literature with the majority of studies reporting that
people do indeed struggle with strategic reasoning (e.g., Ho et al. (1998), Costa-Gomes et al. (2001), Bosch-
Domènech et al. (2002), Costa-Gomes and Crawford (2006), Costa-Gomes and Weizsäcker (2008), Wang et al.
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In our data, in each of the 27 games, the percentage of subjects who do not backward induct

is strictly between 0% and 100%, which indicates that the subjects differ: some are more

likely to backward induct than others. In other words, differences among subjects explain

the violations of backward induction. This observation is in the spirit of the literature which

“blames” the subjects for these violations.

However, our data also points at a second explanation — differences among games. The

percentage of subjects who do not backward induct ranges from 2.5% to 53.1%. This indi-

cates that the games differ: some are easier to solve by the backward induction algorithm

than others. To the best of our knowledge, this is the first paper to point at this alternative

rationalization of the violations of backward induction.

To represent differences among people, we use the term “skills.” People differ in skills in a

sense that those with higher skills are more likely to backward induct. For example, a game

theorist is probably better at backward induction than someone with no experience playing

games.

The differences among games are depicted by the concept of “complexity.” Some games are

less complex (easier) than others, in the sense of the level of effort required to solve them by

backward induction. For example, a 3-round centipede game requires less effort to backward

induct than a 9-round centipede game.

Our data indicates that low skills and high complexity explain why people do not back-

ward induct. The main objective of this paper is to solve the following three exercises: (A)

developing a measure of skills, (B) developing a measure of complexity, and (C) determin-

ing whether improving skills or lowering complexity has a larger impact on increasing the

probability of people backward inducting.

(A) Skills. We say that Ann has higher skills than Bob if she is more likely to backward in-

duct. To measure a subject’s skills, we look at the subject’s response times (RTs). Response

time is the number of seconds the subject spends on making a choice. We measure RTs at

each round of a dynamic interaction, which, to the best of our knowledge, makes our data

unique.

RTs tell us how a subject allocates thinking time in a game, as well as how much time

a subject spends thinking in total. For that reason, RTs reflect a subject’s skills. We

(2010), Agranov et al. (2012), Arad and Rubinstein (2012), Ho and Su (2013), Burchardi and Penczynski
(2014), Hargreaves Heap et al. (2014), Shapiro et al. (2014), Georganas et al. (2015), Fehr and Huck (2016),
Penczynski (2016), and Batzilis et al. (2017)). See also experimental studies related to the level-k model in
Kneeland (2015), Bayer and Renou (2016a), and Friedenberg et al. (2017).
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measure a subject’s RTs at each round of a dynamic interaction and discover how to use

that information to capture subject’s skills.5

We find that the key measure of skills is the relative response time at the first round, RRT1,

which is the response time at the first round, RT1, as the percentage of total time, TT ,

spent on playing a game. The higher RRT1, the more likely we are to observe a behavior

consistent with what backward induction predicts. Interestingly, it is only conditional on

RRT1 that TT is indicative of skills: lower TT implies that a subject is better at backward

induction.

Our measure of skills adds a new, RT-based perspective to the concept of skills in the context

of dynamic games. A typical metric of skills found in the literature is based on a test of

cognitive skills (e.g., Raven’s matrices), which captures skills in a general context. In our

case, we measure game-theoretical skills using data from a game-theoretical environment.

Since we focus on a narrower context, our approach allows for a more refined representation

of skills.6 Consequently, our measure complements the already existing metrics of skills and

is of interest for those who want to control for or analyze the impact of subject’s skills in

dynamic games.

(B) Complexity. We say that game A is less complex than game B if game A requires less

effort to backward induct. We define complexity as an empirical concept. To that end,

we begin with the idea of the objective measure of complexity: game A is objectively less

complex than game B if the latter can be obtained by adding nodes and branches to the

former. In this case, it is easier to solve game A than game B.

However, the objective measure is incomplete as it does not rank all pairs of games. This

incompleteness motivates our concept of the empirical measure of complexity which is defined

as the best complete extension of the objective measure of complexity.

We find that both the average response time at the first round (i.e., average RT1) and the

average total time (i.e., average TT ) do an equally good job as the complete extensions of

the objective measure of complexity. It turns out that the percentage of people who failed

5RT is a tool that just 15 years ago was rather unlikely to be seen in economics papers. We believe
that the change in the economists’ attitudes towards RT is due to the 2004 Presidential Address to the
Econometric Society by Ariel Rubinstein (Rubinstein (2006)). Since then, the empirical literature using RT
has been growing very fast (e.g., Rubinstein (2007), Rand et al. (2012), Rubinstein (2013), Agranov et al.
(2015), Evans et al. (2015), Rubinstein (2016), Gill and Prowse (2017), and Lohse et al. (2017)). For the
reviews of the relevant literature, see Clithero (2016) and Spiliopoulos and Ortmann (2017).

6To provide an analogy: SAT measures, by its very own name, scholastic aptitude. It is a good test of
general academic skills. However, if we are interested in a specific skill, for instance, mathematical ability,
we would administer a test focusing only on this specific skill.
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to backward induct at a given game is a poor measure of empirical complexity of that game.

By definition, making a game longer (i.e., adding branches to the final nodes) or making

a game wider (i.e., adding branches to the non-final nodes) makes a game objectively and,

consequently, empirically more complex. An interesting question is whether lengthening or

widening has a larger impact on complexity; we find that elongation is more impactful.

Our contributions to the literature consist of identifying game complexity as another expla-

nation of the violations of backward induction, developing a measure of complexity,7 and

establishing a link between a game’s structure and its complexity. Since controlling for

game complexity is important when studying dynamic behavior, the proposed measure of

complexity is of value beyond the exercises described in this paper.

(C) Skills vs complexity. In our last exercise, we study whether increasing skills or lowering

complexity is relatively more impactful to increase the likelihood of people backward induct-

ing. This exercise, which is important given the place of backward induction in economics

and social sciences, goes beyond a standard descriptive analysis and moves towards the line

of research that finds remedies for human fallibility.8 To the best of our knowledge, our pa-

per is the first to address the problem of how to increase the likelihood of people backward

inducting.

Our previous discussion indicates that there are two remedies for people who do not backward

induct: improving their skills or lowering the complexity of the game. Improving skills

involves educating people to make decisions in complex interactive situations or nudging

them towards self-improvement. Lowering complexity simplifies an interactive situation.

Naturally, these remedies are substitutes: for a given level of complexity, improving skills

increases the probability of people backward inducting and, for a given level of skills, lowering

complexity does the same. Our question of interest is whether improving skills or lowering

complexity has the larger positive impact on people backward inducting.

To elaborate, consider an example of creating a new law. This law targets the behavior

of interacting agents. In other words, the law is a dynamic game and we use backward

induction to predict how the agents will behave.

If the law is too complex, then, as our results indicate, people do not backward induct, and

the desired outcome is not reached. By contrast, if the law is too simple, then the lawmaker

7Note that Gill and Prowse (2017) also measure the complexity of interaction and, like us, also rely on
RTs; however, their study is in the context of static games.

8Here, we refer to the literature on nudging and choice architecture (Thaler and Sunstein (2009)).
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does not control the behavior at the required level (e.g., Kaplow (1995), Epstein (2006), and

Ruhl and Katz (2015)).

The lawmaker might want to adjust the design of the law (its complexity) to the reality

(level of skills). Alternatively, the lawmaker might want to change the reality (improve the

skills) so the skills are high enough for the required level of complexity.

The choice between lowering complexity and improving skills crucially depends on whether

skills or complexity matter relatively more. Our paper indicates that education focused on

enhancing skills is the better choice.

The rest of the paper is organized as follows. In Section 2, we present Blues and Reds as an

experiment. In Section 3, we conduct our empirical analysis and find that it is only sometimes

that our subjects backward induct. Then, we develop measures for subject’s skills and game

complexity, study what affects the complexity, and find that improving skills yields better

results than lowering complexity in terms of increasing the likelihood of subjects behaving

in accordance with the theory. In Section 4, we conclude.

2 Experimental Design

This section includes a discussion of the experimental design and interpretation of the data.

We use data from 27 different games in Blues and Reds. While these 27 games differ in terms

of their structure (i.e., numbers of nodes and rounds), they share several features. In each

game, a human subject plays against Artificial Intelligence (AI). The subject and AI move

the golden spherical object, called the RoboToken, across the blue (subject) and red (AI)

bridges. Choices are made in turns with the subject moving at odd rounds (first, and third,

etc.). The objective for the subject is to win; this happens if the RoboToken lands on a blue

node. If the RoboToken lands on a red node, then the subject loses. When the subject wins,

then AI loses and vice versa. In other words, each game is a zero-sum game without a tie.

Each game is depicted as a game-theoretic tree with perfect and complete information.

Figure 1 shows an example of a game in Blues and Reds.

[Figure 1 about here.]

It is possible for the subject to win in each game. However, in order to win, the subject

must choose the actions dictated by backward induction. In addition, there is no room for

even one mistake: at each round of a game, there is only one action (prescribed by backward
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induction) that leads to the subject winning a game. If at any round, the subject chooses

an action that does not follow what backward induction indicates, then the subject loses the

game as AI is programmed to win; we call it the “no-mistake property.”

The design of games in our experiment is driven by our main objective which is to test solely

for backward induction and nothing else. We interpret our data in the following way: if a

subject wins a game, then we say that the subject backward inducted in that game; and if

the subject loses, we say that the subject did not backward induct.

However, in order to test purely for backward induction and nothing but backward induction,

it is necessary to minimize, if not to eliminate, the impact of other phenomena (e.g., social

preferences). These phenomena are interesting but their presence would add unwanted noise

to our study, which would make it difficult, if not impossible, to interpret the data from

games as indicative of the subject backward inducting or not backward inducting. The

design of our experiment aims at silencing these phenomena.9

There is an issue of social preferences (e.g., fairness, altruism), whose presence is a com-

mon problem in game-theoretic experiments. To elaborate, consider the ultimatum game

(Rosenthal (1981)), which is the simplest version of the bargaining model (Stahl (1972) and

Rubinstein (1982)). In this game, Ann and Bob have $100 to be divided among them. Ann

makes an offer (100 − x, x) that Bob either accepts or rejects. If he accepts the offer, then

Ann gets $100 − x and $x is for Bob. If Bob rejects the offer, then each player gets $0. If

we assume that a player’s utility function depends in an increasing fashion only on her/his

monetary gain, then backward induction predicts that the first player (Ann) offers x as low

as possible and the second player (Bob) accepts the offer.

Not surprisingly, in the first experimental study of the ultimatum game (Güth et al. (1982)),

and the thousands that followed, the observed results contradicted this prediction. According

to Güth and Kochner (2014), players in the role of Ann on average offer 40-50% of the pie

and that offer is usually accepted.10

The most common explanation for why the offers in the ultimatum game are so high is the

notion of fairness: Bob’s utility is constant if the offer is below a certain threshold (fair

share), and only strictly increases above that threshold. If Ann knows that Bob cares about

9For the same reason, in their study of backward induction, Levitt et al. (2011) focus on the race game.
As they argue, “behavior in these games does not depend on social preferences or beliefs about the rationality
of one’s opponent. This allows for a purer measure of players’ ability to recognize and implement backward
induction strategies.”

10Note, however, that the value of the pie that Ann and Bob are to share also determines the behavior:
when the pie gets bigger, smaller offers are accepted more often (Andersen et al. (2011)).
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fairness, then — even if she only cares about her own monetary gains and is not driven by

any fairness concerns — she would make an offer that is at least equal to Bob’s fairness

threshold x.11

Of course, we must not conclude that Ann offering a 45% share in the pie means that

she violates backward induction. Quite the opposite: Ann is backward inducting, but in

the environment where fairness matters. The ultimatum game does not test for backward

induction alone. Rather, it tests the joint hypothesis of subjects backward inducting and

subjects being driven by the notion of fairness. Ann’s behavior does not reject this joint

hypothesis.

The presence of social preferences affecting the interpretation of observable behavior is also

evident in the case of another popular game, the centipede game (Rosenthal (1981)). Here,

two players alternate in deciding whether to stop or go. If a player chooses to stop, then

she/he gains more (in terms of monetary gains) compared to what she/he would gain if the

opponent stops at the next round but less if the opponent chooses to go.

Under the standard assumptions, backward induction predicts that the first player stops the

game at the first node. Since the first experiment using the centipede game (McKelvey and

Palfrey (1992)), the literature has repeatedly rejected this prediction. A typical explanation

is the notion of altruism. As McKelvey and Palfrey (1992) indicate, “if it is believed that

there is some likelihood that each player may be an altruist, then it can pay a selfish player to

try to mimic the behavior of an altruist in an attempt to develop a reputation for passing.”

In other words, the centipede game does not reject the presence of backward induction.

Rather, this game tests, and does not reject, the joint hypothesis of altruism and backward

induction.12

Since we are not interested in social preferences, we need to eliminate their presence. To

that end, in Blues and Reds, human subjects play against AI (instead of another human

11Other rationalizations have also been provided: culture (Oosterbeek et al. (2004), Chuah et al. (2009),
Chen and Tang (2009), Ferraro and Cummings (2007), and Boarini et al. (2009)), information about the
personal features of players like name and physical description (Marchetti et al. (2011) and Charness and
Gneezy (2008)), masculinity as measured by level of testosterone (Burnham (2007)), and pre-play commu-
nication (Zultan (2012) and Lusk and Hudson (2004)). See Güth and Kochner (2014) for the most recent
survey of experiments based on the ultimatum game. As far as we know, Binmore et al. (2002) is the only
example of unambiguous test of BI using a bargaining model. Following Harsanyi and Selten (1988), they
split backward induction into two components, sub-game consistency and truncation consistency, which they
test and reject.

12Other explanations include mistakes (Fey et al. (1996)), payoff uncertainty (Zauner (1999)), lack of (com-
mon) knowledge of rationality (Palacios-Huerta and Volij (2009)), and non-standard preferences (Eichberger
et al. (2017). See Krockow et al. (2016) for the most recent survey of experiments based on the centipede
game.
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subject) because, as Johnson et al. (2002) argue, playing against the computer “turns off

social preferences (and beliefs that other players express social preferences) by having human

subjects bargain with robot players who play subgame perfectly and maximize their own

earnings, and believe the humans will too.”

In addition to social preferences, another problem is payoff uncertainty (Zauner (1999)) and

the experimenter’s misunderstanding of the subject’s utility function. These issues are not

present in our experiment as each game we study is of perfect and complete information

with only two outcomes: either the subject wins or loses.

The no-mistake property is an important feature of design in Blues and Reds as it deals with

other problems which could interfere with the interpretation of subjects winning and losing.

First, this property minimizes the impact of luck. Second, it eliminates the possibility of the

subject winning no matter what sequence of actions the subject chooses (e.g., imagine that

all final nodes in Figure 1 are blue).

Third, the no-mistake property removes the (ir)rationality of the opponent as a factor af-

fecting the behavior of our subjects. As expected theoretically and confirmed empirically

(see footnote 3), what a subject thinks about the rationality of her opponents affects the

subject’s behavior. However, in our experiment, it does not matter what the subject thinks

about AI’s rationality. This is because even if the subject assigns non-zero probability to

AI making a mistake, the subject has no reason to choose an action different to the one she

would choose if the probability of AI being irrational were zero.

To sum up, the design of games in Blues and Reds allows us to conclude that the subject

backward inducts in a given game if and only if the subject wins in that game.

In each game, every node at a given round has the same number of branches (actions). This

symmetric structure allows us to label the games in a succinct method asN1.N2.N3.N4.N5.N6,

where Ni is the number of actions at round i. For example, Figure 1 depicts the game 2.3.3

(we omit zeros; i.e., a 3-round game is labeled as N1.N2.N3 instead of N1.N2.N3.0.0.0).

We prepared two tutorials to teach the subjects how to make choices and what it means

to win/lose in the games of Blues and Reds. First, there is a text tutorial that is always

accessible at no cost when playing Blues and Reds.

Next, there is the mandatory practical tutorial. Every subject begins Blues and Reds with a

hands-on learning experience by playing two games, which explains the rules and objectives

step-by-step. In the first tutorial game, the subject does not really make any choices because

all the moves are indicated and explained by the tutorial. In the second tutorial game, the
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subject is not guided and can freely chose her moves; however, the subject is provided

with the hint option (accessible at no cost), which indicates the optimal move. In order to

complete the tutorial, the subject must win the game; if the subject loses her second tutorial

game, then she is forced to repeat it until she wins. The subject can play the tutorial games

as many times as desired. No data is collected from the tutorial games.

The hint option and the possibility of playing a game more than once is only available during

the tutorial. In the 27 games that constitute the core of our experiment, there is the “one

life per game” feature: the subject can play each game only once, regardless of whether she

wins or loses. We introduced this feature in order to motivate subjects to think rather than

mindlessly select their choices. Subjects are informed about the “one life per game” feature

in the tutorial and also reminded about it before each new game. The subject can play the

27 games of interest only after she successfully completes Blues and Reds ’ tutorial.

Data collection was from August 15, 2017 to February 6, 2018. For each game and each

subject, we collected the following data:

• Response time (RT), which measures how many seconds a subject spends on selecting

an action; collected at each round.

• Whether a subject backward inducts or does not backward induct.

Given the large size of our data, we take a conservative approach to remove outliers that

can upward bias our metrics. For each game we keep observations in which the sum of RTs

across rounds (i.e., total time, TT ) is below the 95th percentile of its sample. Our final

sample consists of 6,677 subjects from over 100 countries who played 44,113 games.

The experiment consists of 2-, 3-, 4-, 5-, and 6-round games. Table 1 lists all 27 games,

sorted by the number of rounds, that we use to build our data. We also provide the number

of subjects who played each game, N . The sequence in which a subject plays the games is

randomly assigned.

[Table 1 about here.]
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3 Empirical Analysis

3.1 Testing for backward induction

We compute the failure rate of backward induction, that is, the percentage of subjects who

did not backward induct, %NOT.BI, for each of the 27 games. This failure rate ranges from

2.5% to 53.1% (Table 2), which contradicts the theory that predicts it should be zero.

[Table 2 about here.]

Our data confirms what is already know in the literature; namely, people do not backward

induct. However, what interests us more is the question of why people do not backward

induct.

We posit the hypothesis that people do not backward induct because either their skills are

too low or game complexity is too high. The sections that follow describe the methods used

to measure skills and complexity.

First, we discuss the evidence which shows that skills and complexity matter. The concept

of subject’s skills reflects the fact that people differ. Skills capture how likely a subject is to

backward induct.

In Table 2, we observe that in each game, %NOT.BI is strictly between 0% and 100%.

This is evidence that people differ: some subjects have higher skills than other subjects. If

subjects were identical (equally good or bad at backward induction), then in each game we

would observe either 0% or 100%. We conclude that subject’s skills determine whether the

subject backward inducts.

The concept of game complexity captures the fact that games differ. Game complexity

indicates how easy, in a sense of the required effort level, a game is to solve by backward

induction.

In Table 2, we observe that %NOT.BI is not the same across the 27 games in our sample.

This is evidence that games differ: some games are less complex than others. If games were

equally easy or hard, then in each game we would observe the same value of %NOT.BI. We

conclude that game complexity also determines whether subjects backward induct.

Next, we develop a measure of skills (section 3.2), develop a measure of complexity (section

3.3), and determine what — improving skills or lowering complexity -– has a larger impact

on increasing the probability of people backward inducting (section 3.4).
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3.2 Skills and backward induction

People differ in their abilities to backward induct. As previously discussed, higher skills

imply a higher probability of a subject backward inducting. However, skills are not directly

observable. What is observable are the choices which reflect those skills. Our objective is to

determine how to measure a subject’s skills using response times.

To elaborate on the problem of designing an RT-based measure of skills in dynamic games,

consider the following fictional example. Take the 4-round game 2.2.4.2 and four subjects.

Table 3 presents their hypothetical RTs at the first and third rounds.

[Table 3 about here.]

According to total time (TT ), Ann and Chris are fast thinkers as each spent only 20 seconds

while Bob and David are slow thinkers as each spent 40 seconds. If we look at the response

time at the first round (RT1), Chris is the fastest thinker followed by Ann, David, and Bob.

Finally, Ann and Bob allocate 75% of the total time at the first round while Chris and David

allocate only 40%.

The objective of our exercise is to develop a measure which ranks the subjects in terms

of their likelihood to backward induct. A useful measure is characterized by a monotonic

relationship between its values and what it measures; for instance, more kilometers mean a

longer distance. Consequently, the best measure of skills is in a monotonic relationship with

the probability of a subject backward inducting.

In order to find the measure of skills, we consider three candidates:

• TT . Total time a subject spends on solving a game. TT is the sum of RTs from all

rounds.

• RT1. Subject’s response time at the first round of a game.

• RRT1. Subject’s relative response time at the first round of a game; i.e., RRT1 =
RT1
TT
× 100%.

Now, we conduct the following exercise. For each game, we divide the subjects into terciles

by the corresponding measure. For example, take TT . The Low tercile corresponds to

all subjects having TT less than or equal to the percentile 33.3%. The Medium tercile

corresponds to the subjects having TT higher than the 33.3% percentile and less than or
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equal to the 66.6% percentile. Finally, the High TT tercile corresponds to subjects with TT

higher than the 66.6% percentile.13

For each tercile, we compute the percentage of backward-inducting subjects in that tercile.

For instance, for the game 2.2.2 and measure RRT1, 84% of subjects in the Low tercile

backward inducted, 98% of subjects in the Medium tercile backward inducted, and 99% of

subjects in the High tercile backward inducted.

Table 4 displays these results. Since we are interested in relative time, our analysis excludes

2-round games where RRT1 = 100% by default.

[Table 4 about here.]

We observe that RRT1 is the best predictor of subjects backward inducting. This measure

never fails in a sense that for each game, higher RRT1 is associated with a higher probability

of backward inducting. This is not the case for TT or RT1.

TT is not a selected measure of skills because in twelve games, higher TT implies a subject

being less likely to backward induct, in three games, higher TT makes backward induction

more likely, and for the remaining seven games, the relationship between TT and the likeli-

hood of backward induction is non-monotonic. In short, TT does not help us with ranking

decision-makers in terms of their likelihood of backward inducting. The same is true for

RT1.14

According to RRT1, our key measure of skills in Table 3, Ann and Bob are equally good at

backward induction and better than Chris and David, who share the same RRT1. Is there

any way to refine our ranking and compare Ann vs Bob and Chris vs David? It turns out

there is.

While TT by itself does not allow us to rank the subjects, it does help once we condition on

RRT1: for a given RRT1, higher TT makes backward induction less likely. In other words,

the total time spent on solving a game refines our key measure of skills. Consequently, our

measure gives a complete rank by skills of our hypothetical players in Table 3: Ann is better

at backward induction than Bob, who is better than Chris, who is better than David.

13If we divide the data into quintiles instead of terciles all results hold. These results are available from
the authors upon request.

14The fact that TT and RT1 are not indicative of whether a subject backward inducts might be surprising
as the intuition would indicate that more time spent on solving a game should improve a subject’s chances
of finding the right strategy. However, spending more time on analyzing something a subject does not
understand need not lead to a better outcome. Note also that our result about TT suggests that when
analyzing response times in dynamic games, it is important to measure RTs at each round.
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To analyze the impact of TT conditional on RRT1, we conduct the following exercise. First,

for a given game, we divide the observations into terciles by RRT1. Then, we divide each

RRT1-tercile into terciles with respect to TT . Therefore, for each game we have 9 pairs

(TTi|RRT1j), where i = High, Medium, Low and j = High, Medium, Low. Table 5 below

presents the results (percentage of subjects who backward inducted) for each of the nine

groups across all games in which the subject moves at least twice.

[Table 5 about here.]

We observe that for each RRT1 tercile, increasing TT lowers the proportion of subjects who

backward induct. Importantly, Table 6 shows that this result also holds for individual games

with only four exceptions out of the 66 cases we analyze.

[Table 6 about here.]

To summarize, our analysis implies a two-layer lexicographic measure of skills.

1. Key measure. Higher RRT1 implies higher probability of the subject backward in-

ducting. This is corroborated in Table 5.

2. Refinement measure. Given RRT1, higher TT implies lower probability of subject

backward inducting. This is corroborated in Table 6.

The intuition behind our results is the following. RRT1 is the key measure because when it

comes to backward inducting, the most important moment of analyzing a game and choosing

a strategy takes place at the very beginning of a game. If a subject correctly figures out

what to choose, then she does not have to continually analyze future actions in the following

rounds as she follows the strategy that she designed at the first round. Consequently, we

expect that those who backward induct allocate most of their total time to thinking at

the first round: higher RRT1 implies a higher probability of backward inducting. This is

especially true in our games because making a mistake at any round is equivalent to losing

a game.

TT conditional on RRT1 refines RRT1 because it captures another layer of a subject’s

skills. To elaborate, consider two fictional subjects, Ann and Bob, who share the same

RRT1, however, Ann’s TT is lower than Bob’s TT . Ann might have more experience

applying backward induction than Bob or simply might be naturally more skilled. Then, she

might not need as much thinking time as Bob. For her, the backward induction algorithm
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is an intuitive process while for Bob it is a cognitive process (Kahneman (2013), Rubinstein

(2007), and Rubinstein (2016)): for a given RRT1, lower TT implies a higher probability of

backward inducting.15

There are several important and interesting features of our measure of skills that we would

like to emphasize. Our key measure, RRT1, is sound from the theoretical perspective because

it stresses the importance of thinking in the first round in relation to the whole time spent

solving the game. Backward inductive reasoning should take place at the beginning of a

game, which implies that most of the total time spent should be allocated to RT1.

Another important feature of our exercise is its context: we measure game-theoretical skills in

the game-theoretical environment where the subjects apply the very same skills we measure.

Consequently, we obtain a direct representation of skills.

Our measure is of use beyond the scope of our paper (this section and section 3.4) for

those who wish to measure a subject’s skills in dynamic games. We recommend collecting

a subject’s response time at the first round, RT1, and total time, TT , in order to compute

the key measure RRT1 and refine it with the help of TT .

Comment on measuring skills in the two-round games. Obviously, in the case of two-round

games, where a subject only moves once, there is no point discussing RRT1 as, by default,

RRT1 = 100% for every subject. In this case, the only RT-based measure remaining is TT .

However, as our analysis of larger games suggests, TT alone is a poor predictor of subjects

backward inducting. When dividing data into terciles, in two out of five two-round games

(2.2 and 2.3) there is a decreasing pattern between TT and the percentage of people who

backward inducting. In the other three two-round games (3.3, 3.2, and 2.4) the relationship

presents as an inverted-U shape. However, in every case the lowest tercile has a higher

probability of backward inducting than the highest. Therefore, we conclude that higher TT

is still indicative of lower skills in two-round games, although it is not as precise as in games

with more than two rounds where we can condition on RRT1 prior to analyzing TT .

3.3 Complexity and backward induction

Games differ in their complexity. Higher complexity implies a higher level of effort required

to solve a game by backward inducting. In order to develop a measure of game complexity, we

look again at the subjects’ RTs and the average number of subjects who failed at backward

15It is also possible that Bob is over-thinking (Gill and Prowse (2017)), but this is not a hypothesis we
can test with our data.
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induction.

We start with an observation that, in some cases, it is possible to say that one game is

objectively more complex than another. For example, 3.3.3 is objectively more complex than

2.2 because we obtain 3.3.3 from 2.2 by adding branches and nodes to 2.2. In other words,

game N1.N2.N3.N4.N5.N6 is objectively more complex than game M1.M2.M3.M4.M5.M6 if

1. Ni ≥Mi for each i with at least one inequality being strict, or

2. game M1.M2.M3.M4.M5.M6 consists of k rounds (i.e., Ml = 0 for l > k) and there

exists j such that Nj ≥ M1, Nj+1 ≥ M2 ,..., Nj+k ≥ Mk with at least one inequality

being strict.

There are 136 pairs, out of 351 pairs of games in our experiment, in which one game is

objectively more complex than another. Figure 2 depicts all objective pairwise comparisons

of complexity among the games in our sample.

[Figure 2 about here.]

Note, however, that it is not possible to objectively compare all pairs of games in terms of

their complexity. For example, it is not clear whether 3.3.3 is more complex than 2.4, or vice

versa. Since the objective measure of complexity is incomplete, our objective is to build an

empirical measure of complexity that satisfies the following three conditions:

(a) it is complete (i.e., ranks any pair of games),

(b) it is the best extension of the objective measure (i.e., agrees with the objective measure

for as many pairwise comparisons of games as possible), and

(c) it is based on data (i.e., an empirical measure).

We consider three potential measures of complexity:

• %NOT.BI. Percentage of subjects who did not backward induct in a given game.

• ATT . Average total time spent on solving an interaction. Suppose that N subjects

played a given game. Let TTi be TT of subject i. Then ATT = 1
N

∑N
i=1 TTi.

• ART1. Average response time at the first round of a given interaction. Suppose that

N subjects played a given game. Let RT1i be RT1 of subject i. Then ART1 =
1
N

∑N
i=1 RT1i.
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Table 7 shows the ranking of games according to these potential measures of complexity.

[Table 7 about here.]

In order to find the empirical measure of complexity among the candidates, we conduct

the following exercise. If game A is objectively more complex than game B, then we check

whether a candidate for the empirical measure of complexity ranks game A higher than game

B at the 1% level of significance using a one-sided t-statistic. If this is the case, then we say

that a candidate for the empirical measure agrees with the objective measure. If game A is

objectively more complex than game B, but the candidate for the empirical measure indicates

that B is more complex at the 1% level of significance, then we say that the candidate for

the empirical measure and the objective measure disagree. Finally, if game A is objectively

more complex than game B, but according to the candidate for the empirical measure their

complexities do not differ at the 1% level of significance, then we say that the result of the

comparison is undefined. The results are depicted in Table 8.

[Table 8 about here.]

We observe that ATT and ART1 are very similar and far superior to %NOT.BI. In fact,

ATT and ART1 almost perfectly replicate the objective measure of complexity. Conse-

quently, we consider both ATT and ART1 as the appropriate empirical measures of com-

plexity.

To complement Table 8, we present the heat map in Figure 3, which captures how our

empirical measure of complexity extends the objective measure of complexity from Figure 2.

In the heat map, games are ranked according to their value of ART1 from the least (2.2) to

the most complex (4.2.2.2.2). Colors indicate the statistical significance of the difference in

empirical complexities. Red, orange, and yellow signify that the ART1 of the game in the

Y-axis is higher and statistically different to that of the game in the X-axis at 1%, 5%, and

10%, respectively. Gray indicates that there is no statistical difference between the ART1s

of two games. For example, the row corresponding to game 4.2.2.2 indicates that its ART1

is statistically different at the 1% level with respect to all games with a lower value of ART1

except for 3.2.2.2, where the difference is not significant.

[Figure 3 about here.]

The heat map shows that our empirical measure of complexity is able to rank all games, and

the difference in complexity is statistically significant for 341 out of the 351 possible pairs of

games.
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With the measure of complexity in hand, we embark on the analysis of how changing a

game’s structure affects its complexity. Starting with a given game, we can make a game

longer by adding actions at the final nodes. Alternatively, we can a make a game wider by

adding more actions at the non-final nodes.

Note that given how we define complexity, a wider game is, by definition, more complex.

The same is true with a longer game. However, a priori, it is not clear whether lengthening

or widening has a larger impact on complexity.

In order to analyze what has a bigger impact on the complexity of a game — making it longer

or making it wider — we propose the following exercise. We take a game X and expand it

in two directions: make it longer (XL) and make it wider (XW ) but with a constraint that

the number of final nodes in XL and XW is the same.16 Next, we compare the complexities

of XL and XW . If the former is more complex than the latter, it indicates that the length is

relatively more important than the width; otherwise, it is the width that is more important.

In our data, there are four games that we can make longer and wider while keeping the

number of final nodes the same after each expansion. We graphically depict the analysis in

Figure 4 and discuss it in detail below. We conclude that, in general, elongation increases

game complexity more than widening.

[Figure 4 about here.]

Case 1. We start with the game 2.2 (4 final nodes), whose empirical complexity is 9.09.

We can make 2.2 longer by expanding it to 2.2.2 (8 final nodes); with this, the empirical

complexity increases to 13.53. Alternatively, we can make 2.2 wider by expanding it to 2.4

(8 final nodes); the empirical complexity increases to 9.53. We observe that elongation is

more important.

Case 2. We start with the game 2.2.2 (8 final nodes), whose empirical complexity is 13.53.

We can make 2.2.2 longer by expanding it to 2.2.2.2 (16 final nodes) with the empirical

complexity 21.61. Alternatively, we can make 2.2.2 wider by expanding it to 4.2.2 (16 final

nodes) with the empirical complexity 17.31. We observe that elongation is more important.

Case 3. We start with the game 2.2.2.2 (16 final nodes), whose empirical complexity is 21.61.

We can make 2.2.2.2 longer by expanding it to 2.2.2.2.2 (32 final nodes) with the empirical

complexity 43.33. Alternatively, we can make 2.2.2.2 wider by expanding it to one of the

16This constraint is important as the number of final nodes represents the number of paths that a decision-
maker must analyze. Without any constraints, we could elongate and widen the initial tree X in any way,
which would render the analysis very hard to interpret.
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following games: 2.4.2.2, 2.2.4.2, 2.2.2.4, or 4.2.2.2. Each of these games has 32 final nodes.

Their average complexity is 29.53. We observe that elongation is more important.

Case 4. We start with the game 2.2.2.2.2 (32 final nodes), whose empirical complexity is

43.33. We can make 2.2.2.2.2 longer by expanding it to 2.2.2.2.2.2 (64 final nodes) with the

empirical complexity 56.16. Alternatively, we can make 2.2.2.2.2 wider by expanding it to

4.2.2.2.2 (64 final nodes) with the empirical complexity 72.27. We observe that elongation

is less important.

To close this section, we would like to indicate that the measure of complexity we propose is

useful not only for our paper (this section and section 3.4) but also beyond it. When analyzing

behavior in dynamic games with perfect and complete information, an experimenter might

want to control for game complexity. Our study comes to the rescue as it shows what data

to collect and how to use that data to measure complexity.

3.4 Skills versus complexity

We analyze the impact of skills and complexity on the probability of observing a subject

backward inducting. To that end, we first run a logit regression to estimate pi = Pr(Yi =

1|xi) = Λ(x′iβ), where Yi is a binary variable capturing whether the subject i backward

inducts or not; xi contains measures of a subject’s skills, game complexity, and a control for

the order in which the game appeared to the subject; and Λ(s) is the logistic function es

1+es
.

More precisely, we use Maximum Likelihood Estimation (MLE) to estimate the parameters

of the following standard logit model.

Logit(Y ) = α + βX (1)

Y is the dependent variable in the regression capturing whether the subject backward in-

ducted (Yi = 1) or did not backward induct (Yi = 0), α is the intercept, and X is the N × 3

matrix where N is the number of observations in the sample and the three independent

variables are Skills (RRT1), Complexity (ART1), and Sequence (Seq). The independent

variable Sequence is the order in which a game appeared in the subject’s sequence of games

(Seq = 1, ..., 27). Table 9 depicts summary statistics of the independent variables.

[Table 9 about here.]

Table 10 shows the results from the logit regression. Although the economic magnitude of

19



the coefficients is hard to interpret, some important patterns arise. First, all coefficients are

statistically significant. Second, the signs of the coefficients are what we expect: higher skills

increase the probability of a subject backward inducting and higher complexity reduces this

probability. In addition, more experience (variable Sequence) also increases this probability.

We now asses the reliability of this simple model in predicting whether or not a subject

backward inducts. For this purpose, we calculate the fitted value of the probabilities pre-

dicted by the model p̂i = Λ(x′iβ̂). Assuming a symmetric loss function, we assign Ŷ = 1 if

the predicted value is p̂i ≥ 0.5 and Ŷ = 0 if p̂i < 0.5. The model shows good predictive

power: it correctly predicts whether or not a subject is going to backward induct in 86.55%

of the cases. Moreover, the high rate of success comes from correctly predicting when a

subject backward inducts, Pr(Y = 1|Ŷ = 1) = 88.41%, as well as when she does not,

Pr(Y = 0|Ŷ = 0) = 76.25%.

[Table 10 about here.]

We now analyze the economic magnitude of the different explanatory variables. We calculate

the marginal effect of these variables (evaluated at their mean values). More precisely, for the

case of the logit regression, the marginal effect is calculated as ∂p
∂xj

= Λ(x̄′β̂){1−Λ(x̄′β̂)}β̂j,
where x̄ is the vector of mean independent variables, β̂ is the vector of estimated coefficients,

and β̂j for j = {Skills, Complexity, Sequence} is the estimated parameter of the variable

for which the marginal effect is being calculated. In addition, to simplify the economic

interpretation, we multiply the marginal effects of Skills and Complexity by their standard

deviations. Results are in Table 11.

[Table 11 about here.]

We interpret the results in Table 11 in the following way. Increasing a subject’s skills by one

standard deviation increases the probability of backward induction by 20.04%. Decreasing

the complexity of a game by one standard deviation increases the probability of backward

induction by 6.60%. Finally, if the game appears in sequence Seq instead of Seq − 1, the

probability of backward induction increases by 0.52%. The comparison of relative importance

between skills and complexity indicates that it is the skills that have a bigger impact on the

probability of a subject backward inducting.
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4 Conclusions

This paper focuses on why subjects fail to backward induct and what can be done to increase

the likelihood of subjects backward inducting. We determine that the subject’s skills and

the game complexity are the key driving forces behind the violations of backward induction.

We propose measures of subject’s skills and game complexity; both are based on response

times.

When it comes to skills, we find that the relative response time at the first round (RRT1)

is the key measure of skills. The higher RRT1, the more likely a subject is to backward

induct. In addition, conditional on RRT1, the higher the total time (TT ), the less likely a

subject is to backward induct.

When it comes to complexity, we find that the average total time (ATT ) and the average

response time at the first round (ART1) are the best empirical measures of complexity. By

definition, making a game longer or wider increases its complexity. We find that the length

is relatively more important than the width.

Finally, we compare the relative importance of skills and complexity on backward induction:

improving skills has a larger impact than lowering complexity on increasing the likelihood

of subjects backward inducting. Consequently, improving skills is of primary importance,

while simplification of complexity seems to be of second-order importance.

Our data comes from a mobile experiment. We created an app called Blues and Reds that

has been globally available since August 2017 on iOS and Android devices. Our sample

consists of 6,677 subjects from over 100 countries who played 44,113 games.
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Figure 1: Example of a game from Blues and Reds.

The subject and AI move the golden spherical object (called the RoboToken) across the blue (subject) and
red (AI) bridges. Choices are made in turns with the subject moving at odd rounds (first, third, etc.).
Subject wins if the RoboToken lands on a blue node; otherwise, the subject loses.
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Figure 2: Pairwise comparison of games in terms of objective complexity.

This figure presents the pairwise comparison of games in accordance with their objective complexity. Take
a game X from the horizontal axis and a game Y from the vertical axis. If the symbol at the intersection of
the Xth column and Yth row is D, then Y is objectively more complex than X, and if the symbol is a dot,
then it is not possible to objectively compare X and Y.
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Figure 3: Heat map of empirical complexity (backward induction).

This heat map presents the pairwise comparison of games in accordance with their empirical complexity
(average response time at the first round ART1). It is an extension of the objective measure of complexity
from Figure 2. Games are ranked according to their empirical complexity from the easiest (2.2) to the most
difficult (4.2.2.2.2). Colors indicate statistical significance of difference in empirical complexities. Take a
game X from the horizontal axis and a game Y from the vertical axis. Red: Y is more complex than X at
the 1% level of significance; orange: Y is more complex than X at the 5% level of significance; yellow: Y is
more complex than X at the 10% level of significance; and grey: Y is not statistically more complex than X.
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Figure 4: Length vs width.

This figure presents the analysis of four cases in which we compare the relative impact of length and width
on the complexity of games. In each case, we start with a game, which we expand in two ways: making it
wider and making it longer; however, in each case of expansion, we keep the same number of final nodes.
The comparison of length versus width consists of comparison of the complexity of the game, measured as
ART1, that results from making the benchmark game longer and wider.

Case 1

2.2

4 final nodes

ART1 = 9.09

2.4

8 final nodes

ART1 = 9.53

wider

longer

Case 2

2.2.2

8 final nodes

ART1 = 13.53

4.2.2

16 final nodes

ART1 = 17.31

wider

longer

Case 3

2.2.2.2

16 final nodes

ART1 = 21.61

2.4.2.2, 2.2.4.2

2.2.2.4, 4.2.2.2

32 final nodes

ART1 = 29.53

wider

longer

Case 4

2.2.2.2.2

32 final nodes

ART1 = 43.33

4.2.2.2.2

64 final nodes

ART1 = 72.27

wider

longer

2.2.2.2.2.2

64 final nodes

ART1 = 56.16
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Table 1: Games in Blues and Reds.

List of 27 games, sorted by the number of rounds, in Blues and Reds. For each game, we provide the number
of subjects who played the game, N .

2 rounds 3 rounds 4 rounds 5 rounds 6 rounds

game N game N game N game N game N

2.2 1,683 2.2.2 1,638 2.2.2.2 1,660 2.2.2.2.2 1,545 2.2.2.2.2.2 1,580

2.3 1,681 2.2.3 1,729 2.3.2.2 1,606 3.2.2.2.2 1,550

2.4 1,632 2.3.2 1,630 2.2.3.2 1,674 4.2.2.2.2 1,566

3.2 1,670 3.2.2 1,666 2.2.2.3 1,610

3.3 1,621 2.3.3 1,637 2.4.2.2 1,641

3.2.3 1,628 2.2.4.2 1,673

3.3.2 1,647 2.2.2.4 1,602

3.3.3 1,638 3.2.2.2 1,575

4.2.2 1,717 4.2.2.2 1,614
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Table 2: Percentage of subjects who did not backward induct.

For each game, we compute the percentage of subjects who did not backward induct in that game, %NOT.BI.

game %NOT.BI

2.3 2.50%

2.4 3.00%

3.2 3.29%

2.2 4.40%

2.2.2 6.29%

2.2.3 6.42%

2.3.3 6.72%

3.3 6.97%

2.3.2 7.98%

3.2.3 8.91%

3.2.2 9.18%

3.3.2 10.14%

3.3.3 10.32%

4.2.2 10.54%

2.2.2.4 17.04%

2.4.2.2 19.38%

2.2.2.3 20.93%

2.2.3.2 22.82%

2.2.4.2 27.26%

2.2.2.2.2 27.64%

4.2.2.2 29.62%

3.2.2.2 30.29%

3.2.2.2.2 32.97%

2.2.2.2 33.37%

2.3.2.2 43.52%

4.2.2.2.2 52.04%

2.2.2.2.2.2 53.10%
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Table 3: Response times of four fictional subjects in the game 2.2.4.2.

This table shows the response times of four fictional subjects in the game 2.2.4.2. RT1 represents the time
in seconds that a subject spends in the first round and RT3 represents the time in seconds that a subject
spends in the fourth round. Rounds 2 and 4 do not count since they correspond to the opponent making
choice.

subject RT1 RT3

Ann 15 sec 5 sec

Bob 30 sec 10 sec

Chris 8 sec 12 sec

David 16 sec 24 sec
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Table 4: Candidates for the measure of skills.

For each game, we divide subjects into terciles — L(ow), M(edium), and H(igh) — with respect to the
following measures: RRT1 (relative response time at the first round), TT (total time), and RT1 (response
time at the first round). For each tercile, we report the percentage of subjects that backward inducted.

RRT1 TT RT1

game L M H L M H L M H

2.2.2 84% 98% 99% 98% 95% 88% 93% 94% 94%

2.2.2.2 18% 85% 98% 80% 62% 59% 50% 66% 84%

2.2.2.2.2 40% 80% 97% 75% 71% 71% 59% 74% 85%

3.3.2 74% 98% 98% 93% 94% 82% 86% 93% 90%

2.2.2.4 58% 93% 98% 80% 85% 83% 72% 87% 90%

3.3.3 71% 98% 99% 93% 92% 84% 82% 95% 92%

4.2.2.2 28% 86% 97% 67% 73% 72% 50% 76% 84%

2.3.3 82% 99% 99% 97% 95% 88% 92% 94% 94%

3.2.3 76% 98% 99% 94% 95% 85% 86% 93% 93%

3.2.2.2 23% 89% 97% 64% 74% 72% 48% 75% 85%

2.3.2 82% 96% 99% 97% 95% 85% 91% 94% 92%

2.3.2.2 6% 65% 98% 59% 55% 55% 33% 59% 78%

3.2.2 75% 98% 98% 96% 91% 85% 86% 93% 93%

2.2.2.3 44% 94% 98% 80% 83% 74% 68% 83% 86%

2.2.3 84% 97% 99% 96% 95% 89% 90% 97% 94%

2.2.3.2 39% 93% 99% 78% 78% 76% 60% 83% 88%

2.2.2.2.2.2 21% 37% 83% 33% 45% 64% 27% 41% 73%

2.4.2.2 52% 92% 99% 77% 83% 82% 67% 84% 92%

3.2.2.2.2 30% 76% 96% 59% 66% 77% 40% 73% 87%

4.2.2 72% 98% 98% 95% 91% 82% 83% 92% 93%

2.2.4.2 30% 89% 98% 76% 76% 67% 61% 76% 82%

4.2.2.2.2 13% 42% 89% 35% 42% 67% 23% 44% 77%

36



Table 5: Backward induction and TT conditional on RRT1: aggregate analysis.

For each game with more than two rounds, first, we divide data into terciles – (L)ow, (M)edium, and (H)igh
– by RRT1 (relative response time at the first round). Second, we divide each RRT1-generated tercile
into terciles – (L)ow, (M)edium, and (H)igh – by TT (total time). Therefore, for each game, we have nine
pairs (RRT1i, TTj), where i, j = L,M,H. The table presents the percentage of subjects that backward
inducted aggregated across all games in which the subject moves in at least two rounds for each of the nine
(RRT1i, TTj) pairs.

TT

L M H

RRT1

L 64.67% 53.46% 33.33%

M 92.53% 89.71% 78.15%

H 98.39% 97.81% 95.04%
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Table 6: Backward induction and TT conditional on RRT1: individual games.

This table shows the percentage of subjects who backward inducted in each game with data divided into
nine pairs. More precisely, for each game, first, we divide data into terciles — (L)ow, (M)edium, and (H)igh
— by RRT1 (relative response time at the first round). Second, we divide each RRT1-generated tercile into
terciles — (L)ow, (M)edium, and (H)igh — by TT (total time). For each game, TT -generated terciles are
in columns and RRT1-generated terciles are in rows.

L M H L M H

2.2.2

L 94% 91% 68%

2.3.2.2

L 10% 4% 3%

M 100% 99% 96% M 81% 74% 40%

H 100% 99% 99% H 99% 99% 95%

2.2.2.2

L 36% 9% 8%

3.2.2

L 89% 80% 56%

M 95% 90% 68% M 100% 98% 97%

H 99% 99% 94% H 99% 99% 97%

2.2.2.2.2

L 69% 35% 17%

2.2.2.3

L 65% 46% 21%

M 94% 90% 56% M 98% 97% 88%

H 100% 99% 92% H 100% 99% 95%

3.3.2

L 86% 82% 55%

2.2.3

L 93% 88% 72%

M 99% 99% 96% M 99% 99% 94%

H 99% 98% 95% H 100% 99% 98%

2.2.2.4

L 64% 73% 37%

2.2.3.2

L 55% 44% 20%

M 95% 97% 88% M 97% 98% 84%

H 98% 99% 96% H 100% 99% 98%

3.3.3

L 84% 78% 48%

2.2.2.2.2.2

L 23% 26% 13%

M 100% 99% 96% M 40% 38% 31%

H 100% 99% 96% H 82% 85% 82%

4.2.2.2

L 48% 24% 11%

2.4.2.2

L 69% 57% 29%

M 94% 93% 71% M 95% 94% 86%

H 99% 98% 95% H 99% 100% 97%

2.3.3

L 96% 91% 57%

3.2.2.2.2

L 51% 25% 13%

M 100% 100% 98% M 87% 80% 60%

H 99% 99% 98% H 98% 96% 93%

3.2.3

L 91% 81% 58%

4.2.2

L 90% 78% 49%

M 100% 98% 96% M 100% 100% 95%

H 100% 100% 98% H 99% 99% 97%

3.2.2.2

L 35% 24% 11%

2.2.4.2

L 51% 29% 11%

M 96% 94% 76% M 99% 94% 74%

H 99% 96% 95% H 100% 98% 96%

2.3.2

L 95% 87% 64%

4.2.2.2.2

L 26% 10% 2%

M 100% 100% 88% M 61% 39% 25%

H 99% 99% 98% H 94% 90% 84%
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Table 7: Candidates for the empirical measure of complexity.

We rank games according to the following measures: percentage of subjects who did not backward induct
(%NOT.BI), average total time (ATT ), and average response time at the first round (ART1).

game %NOT.BI game ATT game ART1

2.3 2.50% 2.2 9.09 2.2 9.09

2.4 3.00% 2.3 9.47 2.3 9.47

3.2 3.29% 2.4 9.53 2.4 9.53

2.2 4.40% 3.2 9.74 3.2 9.74

2.2.2 6.29% 3.3 10.51 3.3 10.51

2.2.3 6.42% 2.2.2 19.05 2.2.2 13.53

2.3.3 6.72% 3.2.2 21.03 2.3.2 15.03

3.3 6.97% 2.3.2 21.04 2.2.3 15.70

2.3.2 7.98% 2.2.3 21.07 3.2.2 15.75

3.2.3 8.91% 3.2.3 21.94 3.2.3 16.92

3.2.2 9.18% 4.2.2 22.68 4.2.2 17.31

3.3.2 10.14% 2.3.3 22.98 3.3.2 17.91

3.3.3 10.32% 3.3.2 23.18 2.3.3 18.11

4.2.2 10.54% 3.3.3 25.64 3.3.3 20.53

2.2.2.4 17.04% 2.2.2.2 30.10 2.2.2.2 21.61

2.4.2.2 19.38% 2.2.2.4 32.57 2.3.2.2 26.23

2.2.2.3 20.93% 2.2.2.3 33.24 2.2.2.3 26.26

2.2.3.2 22.82% 2.2.3.2 34.55 2.2.2.4 26.37

2.2.4.2 27.26% 2.4.2.2 35.84 2.2.3.2 26.99

2.2.2.2.2 27.64% 2.3.2.2 35.98 2.4.2.2 28.89

4.2.2.2 29.62% 3.2.2.2 38.44 3.2.2.2 31.23

3.2.2.2 30.29% 4.2.2.2 38.63 4.2.2.2 31.26

3.2.2.2.2 32.97% 2.2.4.2 40.44 2.2.4.2 31.59

2.2.2.2 33.37% 2.2.2.2.2 59.43 2.2.2.2.2 43.33

2.3.2.2 43.52% 3.2.2.2.2 66.26 3.2.2.2.2 48.92

4.2.2.2.2 52.04% 2.2.2.2.2.2 81.55 2.2.2.2.2.2 56.16

2.2.2.2.2.2 53.10% 4.2.2.2.2 95.08 4.2.2.2.2 72.27
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Table 8: Selecting the empirical measure of complexity.

We compare each candidate for the empirical measure of complexity to the objective measure of complexity.
If game A is objectively more complex than game B, then we check whether a candidate for the empirical
measure of complexity ranks game A higher than game B at the 1% level of significance using a one-side
t-statistic. If this is the case, then we say that a candidate for the empirical measure agrees with the objective
measure. If game A is objectively more complex than game B, but the candidate for the empirical measure
indicates that B is more complex at the 1% level of significance, then we say that the candidate for the
empirical measure and the objective measure disagree. Finally, if game A is objectively more complex than
game B, but according to the candidate for the empirical measure their complexities do not differ at the 1%
level of significance, then we say that the result of the comparison is undefined.

Agree Disagree Undefined

%NOT.BI 105 9 22

ATT 132 0 4

ART1 133 0 3
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Table 9: Summary statistics for the logit regression.

Variable Mean St. Dev. Min Max

Y 0.78 0.41 0 1

Skills 0.74 0.16 0.02 0.98

Complexity 27.98 14.42 13.53 72.27

Sequence 8.20 7.22 1 27

Number of observations = 35,826
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Table 10: Results from the logit regression.

Variable Logit MLE

Skills
9.945
(0.138)

Complexity
-0.037
(0.001)

Sequence
0.042
(0.003)

Intercept
-4.939
(0.100)

Observations 35,826

Correct Prediction (%): Overall 86.55%

Correct Prediction (%): Backward inducting 88.41%

Correct Prediction (%): Not backward inducting 76.25%

Robust standard errors are in parenthesis. The data contains
only games in which the subject has to move in two or more
rounds.
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Table 11: Marginal effect from the logit regression.

Variable Margins Estimate

Skills∗ 20.04%

Complexity∗ -6.60%

Sequence 0.52%

* Marginal effect calculated in
terms of one-standard deviation.
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